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Outline

Å Big Picture:
Å A TypicalData Pipeline
Å Processing Frameworks

Å Processing Models:
Å Batch Processing
Å Stream Processing

Future Directions
Real-Time Databases

Introduction
Big Data in Motion

System Survey
Big Data + Low Latency

×

Wrap-Up
Summary&Discussion



IN PRACTICE

ScalableData 
Processing



ApplicationProcessing
Persistence/
Streaming Serving
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A Data Processing Pipeline
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INTRODUCTION

Batch vs Stream
Processing
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Big Data Processing Frameworks
Whatareyouroptions?

Amazon Elastic

MapReduce

Google Dataflow

Whatto usewhen?
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Application
Batch

(e.g. MapReduce)
Persistence
(e.g. HDFS)

Serving
(e.g. HBase)

ÅCost-effective& Efficient

ÅEasy to reasonabout: operatingon completedata

But:

ÅHigh latency: jobsperiodic(e.g. duringnight times)

Batch Processing
α±ƻƭǳƳŜά
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Stream Processing
αVelocityά

ÅLow end-to-end latency

ÅChallenges: 

ÅLong-runningjobs- no downtimeallowed

ÅAsynchronism- datamayarrivedelayedor out-of-order

Å Incompleteinput - algorithmsoperateon partial data

ÅMore: fault-tolerance, statemanagement, guaranteesΣ Χ

Streaming
(e.g. Kafka, Redis)

ApplicationServing
Real-Time 

(e.g. Storm)
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