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[bookmark: _gjdgxs]Data Infrastructure and Analytics: Overview
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[bookmark: _30j0zll]Data Infrastructure: The backbone of contemporary data-driven enterprises
Data is ubiquitous, comes in many forms, and its significance cannot be overstated. It underpins every facet of business decision-making, from the neighborhood convenience store deciding when to restock its best-selling items to Silicon Valley tech companies preparing for the next big innovation. Enterprises collect data from multiple sources, including point-of-sale systems, cloud environments, social media accounts, and IoT devices. Moreover, customers generate petabytes of data every day and companies harness this information to uncover new opportunities, boost revenue, and improve efficiencies to gain a competitive edge over their rivals.

This industry hub focuses primarily on the “infrastructure” or “data stack” that encompasses the intricate network of tools and solutions helping organizations and data teams assess and remediate data quality and properly structure the data for secure storage, aggregation, and distribution for analytics, reporting, visualizations, and insight generation that influence informed decision making. These also help enterprises curate data to build and train their own machine-learning (ML) models.
[image: A snapshot of the Data Infrastructure value chain]
[bookmark: _1fob9te]Key segments of Data Infrastructure
Companies offering solutions and tools in the Data Infrastructure space either target individual processes or provide integrated platforms that cater to multiple processes. These solution providers assist enterprises in acquiring data from diverse sources, securely storing it for subsequent analysis and extracting valuable insights. This category also encompasses companies that offer solutions for monitoring and curating data, thus enhancing its quality and enabling data scientists and ML practitioners to produce higher-quality ML models and insights.
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For more information on tools that help organizations build, train, and deploy ML and large language models (LLMs) for GenAI applications, please visit the Machine Learning Infrastructure and Generative AI Infrastructure industry hubs, respectively.

[bookmark: _2et92p0]The legacy data stack is falling behind today’s pace of innovation
Traditional approaches to data analysis have numerous limitations. It often begins with the manual compilation of data from various sources and requires the identification of duplicates and inconsistencies. Moreover, traditional data stacks that depended on a company's in-house data centers lacked the flexibility and scalability needed for collaboration across various locations. Furthermore, traditional data analysis tools were designed primarily for structured data, which is inadequate for modern-day organizations, as nearly 80% of all enterprise data is unstructured in nature.

Notably, organizations were frequently locked into long-term contracts with specific vendors since their solutions were non-modular and created with a defined set of shared business objectives in mind. This hampered the full use of data for decision-making, leaving little to no room to unearth hidden insights within the data.
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[bookmark: _tyjcwt]AI and ML are influential in transforming Data Infrastructure stack
Advancements in AI and ML algorithms have played a significant role in the development and evolution of the modern data stack. It has enabled Data Infrastructure platforms to automate data processing and transformation processes, along with data quality and governance operations. It also enabled these platforms to process data in real-time with predictive analysis capabilities—previously impossible with traditional data platforms—providing organizations with insights and enabling them to make swift decisions in response to the evolving competitive landscape. 

Moreover, the recent development of GenAI has led many solution providers to explore ways to either develop their own GenAI features or collaborate with companies specializing in GenAI to better their data analysis solutions. These features allow users regardless of their skills and knowledge to query the data in a conversational language to obtain contextualized explanations for data inputs and outputs, as well as obtain insights and identify trends, anomalies, and outliers present within the data.
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[image: AI/ML-empowered enhancements in the modern data stack]
Source: SPEEDA Edge research
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[bookmark: _3dy6vkm]Driving factors
[bookmark: _1t3h5sf]1. Exponential growth in data volumes spurs demand for Data Infrastructure solutions
In today's digital era, humans actively and passively generate vast amounts of data. According to the International Data Corporation, roughly 84,000 exabytes of data were generated in 2021, and this figure is projected to soar by over 2.5x, reaching 221,000 exabytes by 2026; approximately 90% of this data is unstructured.

The challenge is not only the sheer volume of data that needs to be processed but also the complexity of integrating it into the data pipelines and workloads of enterprises. In addition, vetting and validating this data before analysis and other essential tasks, such as constructing AI and ML models, also pose significant challenges. Notably, one-fifth of large enterprises report extracting data from over 1,000 sources, with an average of 400 data sources, while data teams usually dedicate around 20% of their time on data acquisition and preparation and another 40% in critical tasks of data verification and validation. 
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Data Infrastructure solution providers step in to address these pain points, offering solutions to enterprises regardless of their size. These solutions help in retrieving and integrating data from various sources, breaking down data silos, and providing scalable cloud platforms to handle heavy data workloads. Moreover, these platforms also harness AI and ML to automatically transform data by detecting duplicates and anomalies and validating them. These technological advances not only save enterprises time and money but also offer improved visibility into the quality of their data. For example, IBM Cloud Pak for Data, an insight platform that combines data management with data science and AI development, is estimated to reduce infrastructure management effort by around 65% to 85% and extract, transform, and load (ETL) requests by 25% to 65%.

Furthermore, data infrastructure solutions enhance data management and analysis and address critical security concerns. Data infrastructure providers, such as Cohesity, offer secure storage options and comprehensive backup solutions to combat rising cyber threats. These include end-to-end encryption, access controls, and automated backup and disaster recovery systems. Veeam's 2023 Ransomware Trends Report highlights the importance of such measures, which shows that 93% of ransomware attacks target backups, with 75% hindering recovery. In response, 85% organizations now use immutable cloud storage, integrating these security features to enhance data protection and resilience.

2. The success of AI and ML applications—and more recently GenAI—relies on high-quality data
Demand for ML and AI applications has skyrocketed in recent years due to their transformative potential across industries, enhancing customer experiences to optimize operations and making data-driven decisions. The effectiveness of these applications is directly linked to the volume and quality of data used to train them as they discover patterns and draw inferences based on them. A prime example is GPT-3.5, a large language model (LLM) developed by OpenAI, which was trained on 570 GB of data, encompassing nearly 300 billion words. 

According to McKinsey, 70% of chief data officers at leading organizations have pinpointed data management as a significant hurdle in scaling AI use cases. Additionally, the cost of training AI and ML models can escalate rapidly, underscoring the need for accurate, diverse, and vetted data. The cost of training foundation models is estimated to be north of USD 100 million as of September 2023, while the cost of training the next generation of LLMs is expected to surpass USD 1 billion. As a result, the development and deployment of ML and AI systems is dependent on robust data infrastructure platforms, which serve as the foundation for the integration and curation of the massive datasets needed for training and continuing operations of AI and ML applications. 

For more information on companies providing synthetic data and data annotation services and platforms for building AI and ML models, please visit the Machine Learning Infrastructure. For details on platforms that assist in building LLMs and GenAI applications, please visit the Generative AI Infrastructure industry hub.
[bookmark: _2s8eyo1]3. Data-driven decision-making is imperative to gain a competitive edge
Enterprises are increasingly using data to inform and shape every element of decision-making. They employ data analytics to derive important insights from the data they collect, gaining knowledge about customer behavior, market trends, and internal operations. Furthermore, data-driven analysis improves operational efficiencies by finding areas for improvement, streamlining procedures, and lowering costs. The results of a data-driven approach are tangible, as companies are 6x more likely to retain clients and have reported a 15%–25% increase in profits. Furthermore, data-driven companies have been recorded to outperform their counterparts in revenue growth, with 27% of these companies experiencing over 10% growth in the past three years, compared to only 8% of companies that do not follow a data-driven approach.
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To support these initiatives, enterprises heavily depend on Data Infrastructure platforms for storing data and obtaining insights. Furthermore, these platforms will maintain a crucial role in the future as data analytics extends beyond data teams to individual employees. This shift is due to advancements in GenAI tools for data analysis, which enable non-technical users to query data for insights in natural language.

[image: Benefits of data-driven decision-making]
Source: SPEEDA Edge research
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[bookmark: _17dp8vu]Risks to growth
[bookmark: _3rdcrjn]1. Evolving data and privacy regulations could limit the use of data
Evolving data and privacy regulations are increasingly shaping the way organizations can use and handle data, potentially imposing limitations on data utilization. In the US, regulations such as the California Consumer Privacy Act (CCPA) and the California Privacy Rights Act (CPRA) grant consumers greater control over their personal data, allowing them to request the deletion of data and choose to opt out of data sales. Meanwhile, in Europe, the General Data Protection Regulation (GDPR) imposes strict requirements on data handling, requiring explicit consent for data processing, mandating data breach notifications, and enabling individuals to access and delete their data. 

Further regulations at a national and international level could limit the features and use of Data Infrastructure platforms by enterprises while imposing additional costs on regulatory compliance requirements.

For more information on data governance platforms and the use of privacy-preserving tools to process and collaborate on data in a compliant manner, please visit the Digital Privacy Tools industry hub.
[bookmark: _26in1rg]2. Tool sprawl could lead to fragmented data pipelines and high operational costs
A notable criticism of today’s data stack revolves around the overwhelming abundance of tools available to organizations, making the selection of the right combination a daunting task. The use of disparate tools by different teams can lead to data silos, operational inefficiencies, compromised data quality, and security vulnerabilities due to overlapping functionality and poor integration. This also adds complexity to the procurement process, involving multiple vendor negotiations, licenses, and subscription management. Moreover, the cumulative costs of licenses, infrastructure, training, support, maintenance, and other operational expenses can add up quickly, creating financial challenges for organizations. Furthermore, technological advancements in data infrastructure often outpace organizations' ability to adopt them, forcing companies to balance short-term needs with long-term planning, which can delay investments and potentially impact long-term competitiveness.
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Key differences between the traditional and modern data

stack

Traditional data stack

Analysis of structured data stored from
transactional and operational tasks in
databases for a specific business area that is
neither time-sensitive nor volatile

Rigid Data Infrastructure architecture with
limited scalability to address large volumes
of data

Deployed within in-house IT infrastructure
with limited collaboration across multiple
sites

Source: SPEEDA Edge research

Modern data stack

Analysis of structured, unstructured, and
semi-structured data from diverse sources
for quick decision-making in multiple
business areas

Flexible and modular Data Infrastructure
architecture that is scalable in relation to the
volume of data

Deployed largely in cloud-supporting
collaboration across diverse teams and
multiple sites




image10.png
Notable GenAl-enabled Data Infrastructure product launches

Company name

ThoughtSpot

SnapLogic
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DataGPT

Source: SPEEDA Edge research

ThoughtSpot Sage

Description

A tool that integrates
GPT-3 by OpenAl with
its patented search
technology to allow
users to query complex
data to gather insights
and answers for
business concerns and
decision-making

A generative integration
solution that allows
users to integrate data
sources using natural
language prompts. The
tool allows any user to
easily create workflows
and data pipelines in
nearly 100 languages,
helping businesses
reduce data integration
tasks from days to a
few hours,

An Al engine powered
by GenAl and ML
technologies that
integrates with the
Alteryx Analytics Cloud
Platform. It assists with
the delivery of analytics
by synthesizing and
summarizing key
insights, generating
workflow documents
for business decision-
making, and automating
repetitive content
creation tasks

A conversational
chatbot that helps
enterprises understand
and gather insights
from their datasets

Launch date

March 9, 2023

March 23,
2023

May 24, 2023

October 24,
2023
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Al/ML-empowered enhancements in the modern data stack
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Exponential growth in data generated over 2021 to 2026

[l Structured data [l Unstructured data

250,000
200,000
150,000
100,000

50,000

2021 2022 2023 2024 2025 2026

Source: International Data Corporation




image7.png
Average revenue growth past 3 years
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Red Roof

Red Roof Inn
increased revenue by
10% by integrating
flight cancellation and
weather data to
identify sales
opportunities at
hotels near airports

American Express
reduced fraudulent

transactions by 60%
with its Enhanced
Authorization tool,
analyzing additional
data points, like IP
addresses against
stored data

American Airlines'
Hub Efficiency
Analytics tool helps
adjust departure and
arrival times, saving
flight in taxi time by a
total of 10 hours per
day

amazon
~>

Amazon generates
roughly 35% of
revenue through
product
recommendations by
analyzing customers'
buying behaviors




image4.png
-o'.o»a-in\ SHXo 8\

T





image2.png
6

Ecommerce data

'

Observability

>
5 Cribl @ Monte Carlo

<|:l> Bigeye Acceldata

% Databricks

% ToughtSpot b

Data sources

Mo, LEJ
Enterprise devices Social media

and sensors

v

Integration

@ Fivetran /A Matillion
x dbt Labs . Hevo

v

Modeling and analysis

1~
7

v

Visualization and insights

=

Data from corporate
servers and Saas$ systems

v

Data storage

3

2
°'$ Snowflake

E\/

5 Cohesity

¥,
3,”0 Rubrik B Firebolt

v

Q DataRobot { t Domino Data Lab

Metabase 0 Observable




image9.png
Segment

Integration solutions

Storage platforms

Analytics and modeling
tools

Visualization and insight
tools

Observability platforms

GenAl-based Data
Infrastructure & Analytics
platforms

Description

Solutions that unify and
retrieve data from disparate
sources by extracting,
transforming, loading, and
storing data in a usable form
(such as in data warehouses)
for further analysis

Providers of storage platforms
that help accelerate data
analytics which include
primary storage solutions,
such as data warehouses, data
lakes, and secondary storage
solutions for non-mission-
critical data

Platforms that enable
enterprises to carry out data
processing for data analysis,
interpretation, and data
preparation to create ML
models

Solutions that assist
enterprises to visualize data in
a graphical form and obtain
insights on the same using Al
and natural language
processing

Platforms that allow
monitoring of data for quality
issues in real-time as it moves
through the data pipeline

Companies that use GenAl as
a core part of their product
offering for data infrastructure
and analytics

Companies

Astera
Crux
Xtract.io
Pathway

Databricks
Rubrik
Snowflake
Vitesse Data

Databricks
Datachat
Mosaic
Pigment

Datachat
Mosaic
ThoughtSpot
Virtualitics

Bigeye
Collibra
Revefi
Visual Layer

Coactive Al
Revefi
Harmonya
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