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Executive summary

Cancer Research UK (CRUK) and Google for Health co-hosted a multidisciplinary

research workshop in London to explore a critical translational challenge: Can
consumer-generated digital footprints enable the early detection and diagnosis of
cancer? With over 40 leading academic researchers, clinicians, data scientists, and
patient advocates in attendance, workshop discussions explored both the
opportunities and challenges in leveraging everyday digital interactions to
advance cancer early detection.

Consumer-generated digital footprints, such as search queries, purchasing
behaviours, and wearable sensor telemetry, have the potential to provide insights
during the very earliest phases of individuals’ cancer journeys, often even prior to
their interactions with the health care system. While this data could help identify
subtle behavioural and activity changes that reflect the onset of cancer, there
remains a need to further define the incremental value (e.g. temporal, predictive,
diagnostic signal specificity) of these novel consumer-held data over traditional
medical record data that underpin much of the current research in cancer early
detection.

Initial proof of concept studies in the UK suggest the presence of early detection
signals in such consumer-generated digital data. For instance, the Cancer Loyalty
Card Study (CLOCS) successfully identified ovarian cancer patients purchasing
symptomatic relief products, such as indigestion and pain medication months
before a formal diagnosis'. Similarly, Imperial College London researchers utilised
Google Takeout search data to differentiate between women with benign and
malignant gynaecological cancers, detecting significant search pattern

divergence months prior to clinical referral.

While these early research findings are promising, the transition from discovery
science to clinical implementation still faces a number of hurdles. A 2020 UK survey
found even though the general public are somewhat willing to donate personal
digital footprints, particularly for academic research institutions (61% in favour),
they are less willing to do so for private organisations (43.1% in favour)3. The
complexity of digital data also presents analytic challenges, as this data is not
always easily attributable to individuals (e.g. those collected on shared household
devices) and individuals may also not want to share certain types of private data
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with researchers. Furthermore, as internet search habits migrate from simple
keyword queries to multi-turn LLM-driven interactions, the resulting data streams
are potentially richer but also much more complex. Therefore, developing methods
for data filtering and attribution is essential for advancing research, which may be
aided by new Al tools that can help analyse massive volumes of unstructured and
noisy data.

In addition, this transition from discovery science to clinical implementation also
requires evidence of impact on early cancer detection, patient referral pathways
and overall survival. As an example, researchers need to carefully consider the
potential downstream implications of false positive results that could increase
health anxiety and overall health system burden, and other ways in which this
approach may widen existing health inequalities. At the present time, further proof
of concept studies are still needed to substantiate the early research conducted in
the UK and to better understand how the vast array of consumer held data could
be used to meaningfully inform early cancer detection.
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Setting the Scene

The workshop began with a range of context-setting presentations that provided
an overview of the scientific, technical, regulatory and clinical considerations
surrounding the use of consumer digital data for early cancer detection,
synthesised relevant research progress to date, and highlighted currently available
analytic tools and platforms.

Addressing the "Pre-Symptomatic” Window

Traditional Electronic Health Records (EHR) only capture patient data after clinical
encounters occur in primary care, leaving a critical “pre-symptomatic” data gap.
Consumer digital footprints (searches, over the counter remedy purchases,
wearable telemetry) can detect subtle behavioural shifts months before GP
presentation. Because early detection during these initial windows can make a
meaningful difference in altering disease trajectory and improving long-term
clinical outcomes, these signals could be leveraged not for diagnosis, but also to
trigger earlier action (e.g. patient inquiry, individualised risk assessment, and
clinical triage), particularly for cancers with vague, non-specific symptoms (e.g.,
early-onset colorectal or rare cancers).

Integrating Diverse Signals

Unlike EHRs, individual digital footprints are not designed for healthcare, suffer from
low signal-to-noise ratios, and face attribution challenges (e.g. on shared devices).
Deriving clinical utility requires evaluating dynamic changes in digital signals over
time rather than isolated signals alone, and integrating these behavioural shifts
with broader risk drivers—such as traditional lifestyle factors, environmental
exposures, and clinical records. Unifying these data streams into a holistic,
longitudinal trajectory requires a trusted, patient-centric infrastructure where
individuals maintain full control over linkage and consent. It may be possible to
leverage prospective cohort studies such as Our Future Health or UK Biobank to
help integrate these disparate lifestyle, health and digital data.

Preventing Health System Overload

To maximise utility, digital early-warning tools would ideally function as non-
intrusive background triaging engines, e.g., automated symptom diaries that assist
GP decision-making. Without proper integration, these tools risk creating



downstream referral bottlenecks, where a surge of low-specificity alerts or false
positives can overwhelm secondary care diagnostic capacity, causing system
backlogs and delaying care for high-risk patients.

Digital signals must remain transparent and be rigorously validated across diverse
demographics to avoid widening health inequalities. To prevent false positives
from overwhelming primary care services and referral pathways, signals could be
integrated directly into existing, trusted, and explainable clinical risk models (such
as QCancer or CanRisk) rather than operating as standalone alert engines.

Presentation Summaries

Professor Fiona Walter, Queen Mary University of London, key clinical challenges in
cancer early detection:

« National screening programmes in the UK (covering breast, cervical,
colorectal, and lung cancers) account for less than 10% of new cancer
diagnoses annually®. The remaining >90% of patients are identified through
symptomatic presentation to primary care.

¢ Individuals undergo an iterative, circular process of appraising bodily
changes before deciding to consult a GP. This timeline is frequently
prolonged by symptom ambiguity (e.g., vague or common non-specific
symptoms such as general fatigue or indigestion), low health literacy and
psychological or cultural factors.

¢ Digital-first early detection models risk widening health inequalities due to
language barriers, socioeconomic deprivation, and digital exclusion (noting
that roughly 20% of patients do not own a smartphone). Overcoming this
requires proactive engagement through trusted community partnerships
rather than relying solely on traditional, GP-led communications.

Professor Brian Nicholson, University of Oxford, opportunities for digital data to

improve cancer early detection:

e The presented case study mapped the real-word symptom progression of a
hypothetical patient (“Wendy”) from mild, intermittent abdominal
discomfort to persistent pain and clinical concern.

e As Wendy's symptoms progressed, she interacted with a disconnected
network of walk-in centres, out-of-hours doctors and online pharmacies.

e Her internet search history showed searches about her symptoms and how



to manage them. Whilst they started during times of rest they increased in
frequency and started to show interruption of work and sleep.

e Retrospective analysis showed that her smartwatch recorded distinct
changes in stress levels, sleep patterns and daily activity compared to what
was known to be normal for her from years of monitoring, while her retail
habits tracked a steady increase in the purchase of over-the-counter
remedies.

e Because these systems lacked data linkage, her primary clinical record
remained fragmented and incomplete even while her worsening condition
was highly visible through her digital footprint.

¢ Unifying these disparate data points highlighted a potential opportunity to
develop a powerful risk detection model capable of flagging potentially
concerning features prior to clinical presentation.

Professor James Flanagan, Imperial College London, case-study of where digital
data signals are already showing promise:

« By evaluating historical transactional data from major retail partners (such
as Tesco and Boots), the Cancer Loyalty Card Study (CLOCS) found that
women later diagnosed with ovarian cancer began buying pain medications
and indigestion remedies approximately eight months before receiving a
formal diagnosis'.

e Because these specific retail purchases occur roughly three to four months
before a patient first presents symptoms to a GP, monitoring loyalty card
trends represents a critical temporal window to potentially prompt earlier
medical engagement.

» Public willingness to share private digital data (including shopping, search,
and wearable data) for health research has risen from 35% in 20203 to 77% in
2025°, indicating that public acceptability increases as the tangible health
benefits become clearer.

What online datais currently available and
accessible?

Evolving Search Behaviours

As consumer search habits migrate from short keywords to longer, conversational



LLM prompts (Gemini, Al Overviews), models trained on historical keyword syntax
risk degradation and must evolve into flexible, "living” algorithms. To keep sensitive
patient data secure, researchers may consider running open-weight models (such
as MedGemma) locally within secure sandboxes/Trusted Research Environments
(TRES).

Data Accessibility

Shifting from manual zip-file downloads, which are burdensome and limit study
scale, to automated application programme interface (API) integrations (such as
the Google Data Portability API) is essential to make longitudinal consumer data
usable by researchers. Other emerging approaches include centralised
accreditation frameworks like the Data Transfer Initiative (DTI) Data Trust Registry
and open-source tools like the Pardner Python SDK which aim to eliminate friction
related to onboarding data under the Digital Markets Act (DMA).

Ethics and Trust

Making consumer digital footprints accessible for healthcare research also
requires navigating ethics approvals, resolving household-level data attribution
challenges, and addressing digital exclusion. Building public trust is essential,
through addressing scepticism of private-sector data collection and educating
users on UK/EU/other data portability rights.

Presentation Summaries

¢ JohnFlatley, Google: Discussed the evolution of data portability tools since
2007, which saw substantial expansion in 2018 after the implementation of
GDPR (and similar laws). Currently, Google Takeout data exports for over 80
Google products (including Search, YouTube, Health, Maps, and Gmail), and
allows users to download data (e.g. their online search data, video viewing
history) into machine-readable JSON formats. Key operational limitations
include user authentication challenges on shared household devices where
multiple family members contribute to a single account history, and the
requirement that a user must be logged in to capture search data. To
streamline research scalability, the Data Portability APl is now available in
the UK, EU, and Switzerland, allowing developers (including academic
research groups) to request remote, user-consented daily data access for
up to 180 days.

o Dr.Rob Brisk, Google: Addressed the use of proprietary frontier models



versus downloadable open models (e.g., MedGemma) that run locally to
maintain strict data infrastructure control for sensitive medical research.
MedGemma is trained specifically on medical imaging, clinical data, and
genomics to allow for multimodal reasoning, such as interpreting pathology
slides or reading medical images. Earth Al is a further initiative which
potentially allows dense location footprints to predict regional health trends
and for example could guide the optimisation of future cancer diagnostic
centre placement.

Tom Fish, Data Transfer Initiative: Discussed the structural and regulatory
hurdles research institutions face when onboarding with individual data
holders under the Digital Markets Act (DMA). Because regulations often fail to
specify how services should verify data destinations, institutions have
historically faced inefficient, siloed, and duplicative onboarding processes.
To resolve this, DTl established the Data Trust Reqgistry, a centralised,

independent registry that verifies academic institutions and allows them to
unlock multi-vendor APl access via a single credential badge. DTl also
published open-source prototype libraries, like the Pardner Python SDK, to
provide immediate conduits for transferring consented consumer data
directly into TREs.

Dr. Aleksandar Radulovich, Imperial College London: Presented a clinical
study conducted at a tertiary London University Hospital focusing on the
early detection of ovarian cancer? Utilising health-focused dictionary
filtering on Google Takeout search data from 235 patients referred to
secondary care (174 benign, 61 malignant), the study demonstrated that
online search behaviour contained clear health signals that successfully
differentiates between benign and malignant conditions. The developed
models identified significant search pattern divergence starting 360 days
before GP referral, with optimal models detecting signals as early as 60 days
prior. The data allowed researchers to map specific symptom clusters over
time, showing that non-specific gastrointestinal symptoms appeared early,
while symptoms specific to pelvic pathology occurred closer to clinical
presentation.
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Key Considerations for
Advancing Research

Through breakout discussions, workshop attendees also explored the critical
pathways required to translate digital footprints into real-world patient impact.

Their feedback is organised into three core domains: navigating ethics, governance
and public trust boundaries; overcoming practical and technical deployment
challenges; and establishing rigorous study designs to generate evidence from
initial discovery through to clinical implementation.

1. Ethics, governance, and public trust

Main discussion themes that emerged included public acceptability, trust
boundaries, data privacy, health equity, digital exclusion and the resource
implications for primary care triage pathways.

« Trustand privacy boundaries: A central challenge is establishing trust when
utilising inwardly facing, consumer-generated data (e.g., search histories,



purchase transactions, social media) for clinical purposes compared to
traditional healthcare records. Participants noted the importance of
transparency and clearly communicating the purpose for using such data
further highlighting the need for robust informed consent and patient
education efforts.

The Symptom and wellness spectrum: Discussions highlighted the
psychological burden and anxiety associated with "always-on" passive
monitoring of asymptomatic or healthy populations. There is a risk of
creating anxiety-driven feedback loops, where a digital alert prompts an
individual to conduct more online symptom searches, altering their digital
risk profile. This is particularly salient as alerts for cancer could be
particularly concerning for many individuals.

Equity and digital exclusion: Models trained on digital footprints must
actively avoid exacerbating health inequalities or relying on biased cohorts.
Proactive engagement and inclusive model calibration are necessary to
ensure that populations with lower digital literacy, limited device access, or
non-standard behavioural patterns are not systematically excluded or
misclassified. These may include patients who do not own a smartphone, or
use various different social media platforms for health queries.

Downstream clinical workload: Health systems must plan and adequately
resource any triage and diagnostic pathways triggered by digital alerts.
Safeguards must be established to prevent overwhelming clinicians with
false-positive alerts, and ensuring that these are integrated with EHR data in
order to provide a more holistic representation of an individual’s risk. Careful
testing and validation of alerts based on consumer held data is needed to
avoid overburdening strained clinical workflows.

2. Practical & Technical Challenges

Discussion mainly focused on the technical architectures required for clinical

deployment, computational methods for signal denoising, scalable consent

frameworks, and model interpretability.

Signal disambiguation: A major technical hurdle is developing
computational or machine learning methods capable of separating an
individual's clinically relevant signals from noisy, shared digital
environments, such as a household device used by multiple family



members, joint streaming accounts, or shared retail loyalty cards.

Scalable consent & SaMD considerations: Technical architectures must
meet stringent data protection regulations without introducing friction that
limits research, e.g.,, dynamic consent, opt-out registries, delegated proxy
consent. Furthermore, developers must navigate formal regulatory
approvals when consumer software transitions into Software as a Medical
Device (SaMD), which occurs whenever algorithms analyse everyday
consumer data to evaluate cancer risk or inform clinical triage.

Model parsimony and clinical Interpretability: Developers must balance
high-dimensional digital datasets with the necessity for parsimonious,
interpretable and actionable risk scores. This is required not only for research
efforts, but will be critical for any future clinical deployment in real world
clinical practice. Since raw data will not be actionable by health care
providers, key features must be extracted and summarised into meaningful

contexts.

Privacy-preserving computing infrastructure: Computing infrastructure
must satisfy both data security requirements and computational efficiency.
The group discussed approaches such as utilising secure data
environments (e.g. SAIL), deploying federated learning, on-device
processing, or localised Al systems to maintain strict control over sensitive
medical data. Integrating these tools with the NHS remains difficult due to a
historical lack of unified data infrastructure.

3. Study Design and Evidence Needs

Topics addressed included methodological rigor, translational validation pathways,

handling the sparse data for rare cancers, clinical workflow routing, and the

regulatory boundaries for software algorithms.

Methodological considerations: While case-control designs are valuable for
discovering early signal detection, prospective cohort studies are essential
for real-world validation within intended-use populations. In the interim
between retrospective discovery and prospective trials, target trial
emulation may provide a methodological bridge by applying randomised
trial protocols to observational digital footprint datasets to simulate real-
world intervention effects. Ultimately, further research remains critical to
precisely define the most appropriate clinical use cases, e.g., targeting
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specific cancers with long diagnostic latencies vs. general population triage,
for integrating digital signals into early detection pathways.

« Analytic challenges and international collaboration: Online data may
provide novel early detection signals for rare cancers; however, because
case counts within single health jurisdictions are sparse, developing and
validating these models often requires cross-jurisdiction collaboration to
reach sufficient dataset size. In addition to cross-border data sharing, highly
specific algorithms are needed to prevent excessive false positives and
downstream referral burden. Advanced machine learning techniques, such
as transfer learning and few-shot approaches, may also be necessary to
effectively analyse sparse, high-dimensional digital footprints.

o Clinical implementation and care routing: Digital detection must account
for overlapping clinical symptoms between cancer types (and between
cancer and other health conditions), potentially driving the development of
general rather than specific cancer detection models. Detailed exploration
would be needed to determine how/if positive digital alerts should be routed
within current care referral pathways.

« Regulatory pathways: Evidence development requires navigating the
distinction between "wellness applications” and Software as a Medical
Device (SaMD), with the latter requiring stringent regulatory accountability
and quality management systems aligned with Medicines & Healthcare
products Regulatory Agency (MHRA) guidelines in Great Britain.

Looking Forward

While early proof-of-concept studies have shown that pre-diagnostic behavioural
signals exist, it's clear that operationalising these footprints into clinical pathways
requires a coordinated and collaborative effort across stakeholder groups
including researchers, funders, regulatory bodies, government, and data
controllers.

Based on the workshop, several near-term directions warrant further exploration to
advance cancer early detection research in this area:



» How can we quantify the value that digital data signals provide by
enhancing traditional EHR data in established national cohorts with linked
digital footprint data?

« To what extent are early cancer detection signals present in digital footprint
data for cancer types associated with non-specific symptoms or a long
diagnostic latency?

« What data analytic approaches can help disambiguate an individual's
clinically relevant signals from a noisy, shared digital environment?

« What is the extent of public acceptability around use of digital footprint data
for cancer risk prediction?

Advancing this research is only possible with coordinated, cross-sector
partnerships to ensure any early detection tools are clinically viable, sustainable
and scalable across healthcare systems.

Resources

Workshop recordings

Data Portability Presentation

Data Portability APl Demo

MedGemma & Earth Al Presentation

Google resources

Data Portability APl - Developer Resources
MedGemma

EarthAl

Google Takeout

How to download your Google data

Cancer Research UK resources

Early Detection Conference



https://vimeo.com/1229916605/ae10006c57?share=copy&fl=sv&fe=ci
https://vimeo.com/1229916642/9d2c812813?share=copy&fl=sv&fe=ci
https://vimeo.com/1229916518/ee51475521?share=copy&fl=sv&fe=ci
https://developers.google.com/data-portability
https://deepmind.google/models/gemma/medgemma/
https://ai.google/earth-ai/
http://takeout.google.com/
https://support.google.com/accounts/answer/3024190?hl=en
https://www.earlydetectionresearch.com/

Early Detection & Diagnosis Primer Award

Early Detection & Diagnosis Project Award

Early Detection & Diagnosis Programme Award

CRUK Researcher Newsletter Sign-up

CRUK Early Detection & Diagnosis Research Priorities

Other resources

NIHR Be Part of Research
Smart Data UK
Data Transfer Initiative

Data Trust Reqistry
SAIL Databank
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About Google

Google is a global technology company with a mission to organize the world's
information and make it universally accessible and useful. Its vast suite of products
and services includes Search, Cloud computing (Google Cloud), advertising
technologies, and various other platforms like YouTube, Android, and Chrome.
Within this expansive ecosystem, Google for Health represents a dedicated focus
on leveraging Google's strengths in Al, data analysis, and technological
infrastructure to address significant challenges across the healthcare landscape.
This includes developing tools for consumers, caregivers, and researchers to
improve health outcomes, enhance access to care, and accelerate medical
research, aiming to help everyone live healthier lives.

A key aspect of Google's commitment to user data is transparency and control,
exemplified by services like Google Takeout. Google Takeout is a platform that
allows users to export their data from various Google products they use, such as



Photos, Drive, Gmail, and Calendar. This service empowers users by enabling them
to download a copy of their data in a portable format, whether for personal record-
keeping, transferring to another service, or simply understanding what data Google
stores. Takeout supports various clients, including individual consumers, enterprise
domains, and legal requests, underscoring Google's principle of data portability
and user ownership.

About Cancer Research UK

We're the world’s leading cancer charity dedicated to saving and improving lives
through research. We fund research into the prevention, detection and treatment
of more than 200 types of cancer through the work of over 4,000 scientists, doctors
and nurses. In the last 50 years, we've helped double cancer survival in the UK and
our research has played a role in around half of the world’s essential cancer drugs.
Our vision is a world where everybody lives longer, better lives, free from the fear of

cancer.

Registered with Cancer Research UK is a registered charity England and
@ E%[\GJ%RLAA%%JS Wales (1089464), Scotland (SC041666), the Isle of Man
(n03) and Jersey (247).

Our values

Our values help guide our behaviour and culture in an ever-changing world,
building on the best of what we do today and what we aspire to be in the future.
They unite and inspire us to achieve our ambitious plans and our mission of

beating cancer, together.
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